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1 Introduction

We investigate a fundamental stochastic scheduling problem where jobs with uncertain
processing times must be scheduled non-preemptively on m identical parallel machines.
We are given a set J of n jobs, where each job j ∈ J is modeled by a random variable
Pj with known distribution. The actual realization of a processing time becomes known
only by executing a job. More precisely, a job notifies the scheduler when it completes.
The goal is to find a policy Π that decides for any point in time which jobs to schedule
such as to minimize the expected total completion time,

∑
j∈J E[CΠj ]. Here CΠj denotes

the completion time of job j under policy Π, and we drop the superscript whenever it is
clear from the context. The scheduling problem can be stated in the standard three-field
notation as P||E[

∑
j Cj ].

The deterministic version of the problem is well-known to be solved optimally by the
Shortest Processing Time (SPT) rule (Rothkopf 1966). A natural generalization of this rule
to the stochastic setting, the Shortest Expected Processing Time (SEPT) rule, is optimal
when processing times follow exponential distributions (Bruno et al. 1981). For arbitrary
distributions no optimal policy is known, and in the past decade research has focused on
approximative policies. A stochastic scheduling policy Π is an α–approximation, for α ≥ 1,
if for all instances I of the problem at hand it holds that

∑
j∈JI E[C

Π
j ] ≤ α

∑
j∈JI E[C

∗
j ].

Here, C∗j denotes the completion time under an optimal stochastic scheduling policy on
the given instance I, assuming a priori knowledge of the set of jobs JI and their processing
time distributions Pj , but not their actual realizations. In particular, the optimal policy
also does not know the realizations, i.e., it is non-clairvoyant.

Several approximation algorithms have been developed with approximation guarantees
that depend either on the parameters m and n (Im et al. 2015) or on the probability
distributions of the processing times (Möhring et al. (1999), Megow et al. (2006), Schulz
(2008), and Skutella et al. (2016)). In the latter case, the approximation guarantee is of
order O(∆) where ∆ is an upper bound on the squared coefficients of variation of the
processing time distributions Pj , that is, Var[Pj ]/E[Pj ]2 ≤ ∆ for all jobs j. Interestingly,
there is a 2-approximation algorithm for the preemptive (weighted) variant of our stochas-
tic scheduling problem P|pmtn|E[

∑
j Cj ] independently of the distributions (Megow and

Vredeveld 2014).
In this note we rule out distribution-independent approximation factors for simple list

scheduling policies in non-preemptive stochastic scheduling. More precisely we consider
so-called index policies that assign the same priority to jobs with the same probability dis-
tribution and schedule jobs one after the other on the first machine that becomes available.
Job-based index policies do not consider the number of jobs or the number of machines.
We give a lower bound of Ω(∆1/4) for job-based index policies. Somewhat surprisingly
this lower bound is obtained already for very simple instances with only two types of jobs,
identical deterministic jobs and a set of stochastic jobs that all follow the same Bernoulli
distribution. For this class of instances we also give a policy that is an O(m)-approximation.



2 Lower bound for index policies

Theorem 1. Any job-based index policy has approximation factor Ω(∆1/4) for P||E[
∑
j Cj ].

To prove this lower bound we consider a simple class of instances that we call Bernoulli-
type instances. This class consists of two types of jobs, deterministic jobs Jd and stochastic
jobs Js, with jobs of each type following the same distribution. A deterministic job j ∈ Jd
has processing time Pj = p, and a stochastic job j ∈ Js has processing time Pj = 0 with
probability q ∈ (0, 1) and Pj = l with probability 1− q.

Proof. We define two families of Bernoulli-type instances, I1(∆,m) and I2(∆,m), for the
problem P||E[

∑
j Cj ] where ∆ is the upper bound on Var[Pj ]/E[Pj ]2. The instances differ

only in the number of deterministic and stochastic jobs, nd and ns, but not in the processing
time distributions. We define the processing time for deterministic jobs in Jd to be p = 1,
and for stochastic jobs j ∈ Js we define

Pj =

{
0 with probability 1− 1/∆

∆3/2 with probability 1/∆.

Note that the squared coefficients of variation are bounded from above by ∆.
For such Bernoulli-type instances there are only two job-based index policies, one where

the deterministic jobs have higher priority, denoted by Jd ≺ Js, and one where the stochas-
tic jobs have higher priority, denoted by Js ≺ Jd. We show that for any fixed ∆ > 1, there
exists a value of m such that the cost of the schedule produced by Jd ≺ Js on instance
I1(∆,m) is greater by a factor of Ω(∆1/4) than the cost of the schedule produced by
Js ≺ Jd, and vice versa for instance I2(∆,m). As the instances I1(∆,m) and I2(∆,m) are
indistinguishable to a job-based index policy, this result implies the lower bound.

The First Instance. Instance I1(∆,m) is defined by nd = ∆3/4m and ns = 1
2 ∆m. We

distinguish both priority orders.

• Jd ≺ Js : When jobs in Jd are scheduled first, then no job in Js starts before nd/m
(assuming w.l.o.g. that nd/m ∈ Z). Thus,

E
[ ∑
j∈J

Cj

]
≥ nd
m
ns =

1

2
∆7/4m.

• Js ≺ Jd : Let X be a random variable denoting the number of jobs in Js that turn out
to be long. Note that X ∼ Bin(ns, 1/∆) and E[X ]= m/2. We distinguish two cases.
◦ X < 3

4
m : Every stochastic job starts at time 0. Thus, E

[∑
j∈Js Cj |X < 3

4m
]
≤

3
4∆

3/2m. Furthermore, at least 1
4m machines are free for scheduling deterministic

Jobs, Jd, at total cost bounded by E
[∑

j∈Jd Cj |X < 3
4m
]
≤ nd(nd+1)

1
4m

≤ 8∆3/2m.

◦ X ≥ 3
4
m : we get a (very crude) upper bound on the expected cost by assuming

all jobs have processing time ∆3/2 and then scheduling them on a single machine:
E
[∑

j∈J Cj |X ≥
3
4m
]
< 1

2 (nd + ns)(nd + ns + 1)∆3/2 ≤ 3∆7/2m2.

To combine both cases and determine the total expected cost, we use the Chernoff-
Hoeffding bound, which gives P

[
X ≥ 3

4m
]
≤ exp(−m

24 ), and we conclude

E
[ ∑
j∈J

Cj

]
≤ P

[
X <

3

4
m

]
E
[ ∑
j∈J

Cj

∣∣∣∣X <
3

4
m

]
+ P

[
X ≥ 3

4
m

]
E
[ ∑
j∈J

Cj

∣∣∣∣X ≥ 3

4
m

]
≤ 3

4
∆3/2m+ 8∆3/2m+ exp

(
−m
24

)
· 3∆7/2m2 = O(∆3/2m),

for sufficiently large m.



Thus, on sufficiently many machines, the index policy Jd ≺ Js has total cost greater by a
factor of Ω(∆1/4) than the cost of policy Js ≺ Jd.

The Second Instance. Instance I2(∆,m) is defined by nd = ∆5/4m and ns = 2∆m. Using
similar arguments as in the previous case, we can show that the index policy Js ≺ Jd yields
expected cost that are worse by a factor Ω(∆1/4) than the cost of policy Jd ≺ Js. ut

3 Upper bound for Bernoulli-type instances

For the class of Bernoulli-type instances introduced above, we show that taking the
number of machines and jobs into account yields an index policy that is O(m)-approximate.
W.l.o.g. let j ∈ Jd have processing time Pj = p, and j ∈ Js have processing time Pj = 0
with probability 1 − 1

l and Pj = l with probability 1
l for l > 1. Observe that the cost

caused by individually scheduling Jd or Js starting at time 0 gives a lower bound on the
cost of an optimal policy. We denote these job set-individual scheduling cost by

∑
j∈Jt E[C

0
j ]

where t ∈ {s, d}. Obviously, the sum of both also is a lower bound on the optimum cost.
Firstly, note that in case of few deterministic jobs, Js ≺ Jd is an O(1)-approximation.

Lemma 1. Js ≺ Jd is a 2-approximation for Bernoulli-type instances with nd ≤ m.

Proof. The cost of scheduling Js ≺ Jd is at most the cost of Js and the cost of one
deterministic job per machine starting at the completion of the last stochastic job on that
machine. Then, by linearity of expectation,∑

j∈J
E[Cj ] =

∑
j∈Js

E[C0
j ] +

∑
j∈Jd

E[Sj + p] ≤ 2
∑
j∈Js

E[C0
j ] + ndp ≤ 2

∑
j∈J

E[C∗j ].
�

Moreover, if there are less stochastic jobs than deterministic ones, Jd ≺ Js is O(1)-
approximate.

Lemma 2. Jd ≺ Js is a 5-approximation for Bernoulli-type instances with nd > m and
ns ≤ 2nd.

Proof. When scheduling in order Jd ≺ Js, machines start processing jobs in Js no later
than

⌈
nd

m

⌉
p ≤ 2nd

m p, when all jobs in Jd have completed. Thus, the total cost of Js is∑
j∈Js

E[C0
j ] + ns · 2

nd
m
p ≤

∑
j∈Js

E[C0
j ] + 4

∑
j∈Jd

E[C0
j ] ,

which follows from the well-known deterministic lower bound by Eastman et al. (1964).
Adding the total cost of the deterministic jobs Jd implies the 5-approximation. ut

To handle the remaining instances, recall X, the random variable counting the number
of actual long stochastic jobs. Formally, X :=

∑
j∈Js Xj with Xj := 1{Pj=l} indicating if

j ∈ Js is long. Furthermore, fix a sequence of the stochastic jobs Js and let Πi denote the
position of the ith long job in that sequence.

Lemma 3. For X and Πi defined as before and 1 ≤ i ≤ λm ≤ ns for λ ∈
{
1, . . . , bns

m c
}
,

the following holds:

(i) E[Πi | X = λm] = i
λm+1 (ns + 1) and E[Πi | λm ≤ X < (λ+ 1)m] ≤ i

λm+1 (ns + 1).
(ii) E[ns −Πm | m ≤ X < 2m] ≥ ns

4m .

Lemma 4. Js ≺ Jd is an O(m)-approximation for Bernoulli-type instances with ns >
2nd > 2m.



Sketch of proof. We analyze the performance of Js ≺ Jd by conditioning on the number X
of long jobs.

• 0 ≤X <m : There is at least one machine available for scheduling the deterministic
jobs. Hence, we loose at most a factor m w.r.t. an optimal solution using at most m
machines.
• λm ≤X < (λ+1)m for λ ∈

{
1, . . . , bns

m
c
}
: All stochastic jobs are finished at the

latest by (λ + 1)l. Beginning at time (λ + 1)l, all machines process deterministic jobs
only. Hence,∑
j∈J

E[Cj | λm ≤ X < (λ+ 1)m] ≤
∑
j∈J

E[C0
j | λm ≤ X < (λ+ 1)m] + (λ+ 1)lnd. (1)

Note that a non-clairvoyant policy does not know the positions of the long jobs. Thus,
such a policy cannot start any of the stochastic jobs coming after the (k ·m)th long
one before time k · l for 1 ≤ k ≤ λ. Thus, ns − Πkm stochastic jobs are delayed
by k · l. For λ = 1, Lemma 3 (ii) implies that scheduling only Js costs at least l ns

4m , i.e.,∑
j∈Js E[C

0
j | m ≤ X < 2m] ≥ l ns

4m . For λ ≥ 2, we can show with Lemma 3 (i) that∑
j∈Js E[C

0
j | λm ≤ X < (λ+ 1)m] ≥ λlns

4 . This bounds the extra term (λ+ 1)lnd in
Equation (1) in terms of the optimum cost.

Combining the results for the different values of X, we obtain∑
j∈J

E[Cj ] ≤ (8m+ 1)
∑
j∈J

E[C∗j ].
�

The lemmas above imply an O(m)-approximation algorithm based on index policies
taking the number of jobs and machines into account. This result for Bernoulli-type in-
stances can be slightly generalized to arbitrary deterministic jobs, i.e., Pj = pj for j ∈ Jd.

Theorem 2. There exists an O(m)-approximate index policy for Bernoulli-type instances
of P ||

∑
j E[Cj ], where the deterministic jobs may vary in size.
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